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Abstract. The increasing heterogeneity and obfuscation of darknet 
markets present significant challenges for cross-market text classifica-
tion. These markets often exhibit inconsistent syntax, domain-specific 
slang, and frequent use of encryption or code words. In light of this, we 
propose DarkFusionNet, a neural architecture for darknet text classifica-
tion. It captures global semantics and local contextual features through 
Contextual Transformer Layer and Fusion Neural Network Layer. We 
also introduce DT-Dataset, a benchmark of annotated darknet texts col-
lected from multiple markets. Experiments demonstrate the effectiveness 
of DarkFusionNet, surpassing existing baselines. Cross-market evalua-
tions further confirm its robustness and generalizability to unseen mar-
kets with diverse linguistic styles and content. 
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1 Introduction 

With the Internet’s rapid expansion, the darknet has become a hub for illicit 
trade and cybercrime, enabled by its anonymity and decentralization. Unlike 
the open web, darknet text is unstructured, multilingual, and noisy [ 1], posing 
challenges for cybersecurity. Effective classification of such text is thus critical 
for threat monitoring and intelligence analysis. 

Recent studies focus on darknet threat classification, data extraction, and 
deep learning applications. For classification, methods like CNN, SVM [ 2], and 
FastText [ 7] automate classification tasks. In data extraction, topic modeling 
approaches including LDA [ 8] and BERTopic [ 9] enhance analytical precision. 
Deep learning models like BERT [ 14] and Doc2Vec [ 10] advance entity recogni-
tion and threat prediction. 

However, key challenges remain: (1) market heterogeneity—distinct jargon 
and user patterns across markets; (2) data sparsity—labeled data is costly to 
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obtain; and (3) market dynamism—constant evolution demands adaptable mod-
els. To address these, we contribute: 
– DarkFusionNet: We propose DarkFusionNet, an innovative model designed 

to enhance cross-market darknet text classification. By integrating Contextual 
Transformer Layer and Fusion Neural Network Layer, the model significantly 
improves both accuracy and adaptability. 

– DT-Dataset: We construct DT-Dataset, a high-quality dataset of 129,134 
darknet transactions from the Darknet Market Archives [ 4], spanning multiple 
markets for diverse representation. 

– Cross-market classification: We propose a cross-market classification app-
roach using the DarkFusionNet model, trained on data from four darknet 
markets in the DT-Dataset. The model is evaluated on unseen markets to 
test its generalization across diverse market characteristics. 

2 Related Work 

2.1 Darknet Text Classification 

Early research primarily applied machine learning to analyze darknet activities. 
Deliu et al. [ 2] compared CNN and SVM in classifying hacker forum posts, 
finding SVM offered similar accuracy with lower computational cost. Alaidi et 
al. [ 6] used Linear SVC, Naive Bayes, and Random Forest for dark web page 
classification, with Linear SVC achieving 91% accuracy. Kawaguchi et al. [ 7] 
applied FastText and LightGBM to detect malicious dark web sites. 

Topic modeling is also common in data extraction. Liu et al. [ 8] employed 
LDA to uncover hidden forum topics. Pastor-Galindo et al. [ 9] combined 
BERTopic with SBERT for high-dimensional semantic analysis of Onion Ser-
vices, using UMAP and HDBSCAN to extract key themes. 

Recent deep learning advances further enhanced darknet text classification. 
Georgoulias et al. [ 10] used Doc2Vec and BERT to classify cybercrime products 
and analyze pricing across markets. Ranade et al. [ 11] proposed CyBERT for  
network security tasks like Named Entity Recognition and knowledge graph 
construction. Jin et al. [ 3] pre-trained RoBERTa on a large darknet corpus to 
create DarkBERT, which outperformed prior models in various darknet tasks. 

2.2 Fusion Neural Network 

The increasing complexity and volume of darknet content have driven inter-
est in advanced classification methods, especially fusion neural networks that 
integrate diverse feature extraction strategies. Liang et al. [ 15] proposed SVA-
CNN with heterogeneous attention to dynamically weight multi-view text fea-
tures, pioneering adaptive fusion in darknet analysis. Huan et al. [ 17] introduced 
CBM, combining multiscale convolution and Bi-LSTM to capture both local 
and global semantics, with a MIX attention mechanism enhancing robustness 
against obfuscated texts. Wankhade et al. [ 16] extended this via CBMAFM, a 
cross-modal model fusing CNN-based spatial and BiLSTM-based temporal fea-
tures to address longitudinal patterns in dark web discourse.
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3 Proposed DarkFusionNet Architecture 

3.1 Model Overview 

We propose DarkFusionNet, a cross-market darknet text classification model 
that integrates multiple deep learning techniques, as illustrated in Fig. 1. 

Fig. 1. Overall network framework for DarkFusionNet. 

3.2 Contextual Transformer Layer 

DarkFusionNet employs DarkBERT [ 3], pretrained on darknet corpora, to 
encode raw text into contextual embeddings. This addresses BERT’s limitations 
on darknet slang [ 18], reduces market heterogeneity, and captures market-specific 
language. The output sequence is E = [e1, e2, . . . , eN ]. 

To emphasize informative words, we integrate word vector attention [ 12] with 
Transformer encoder. Attention between the i-th query and j-th key is: 

αij = softmax 
QiK

T 
j√

dk 
, (1)
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where Qi, Kj are the query and key vectors, dk the key dimension, and αij the 
attention score. The context vector for word i is: 

vcontext 
i = 

N 

j=1 

αijej , (2) 

and concatenating vcontext 
i with ei gives enhanced representations. 

While attention captures keyword salience, it is limited in modeling long-
range dependencies. We address this via Transformer encoder, which uses self-
attention to capture both local and global semantic relations across the sequence. 

3.3 Fusion Neural Network Layer 

While the Contextual Transformer captures global semantics, it lacks sensitivity 
to local character-level co-occurrences and weakly models cross-sentence tem-
poral dependencies in multi-hop dialogues. To address this, the Fusion Neural 
Network Layer integrates CNN and BiGRU to extract fine-grained local fea-
tures via multi-scale convolutional kernels and enhance cross-sentence coherence 
through bidirectional gated units. 

The CNN Module uses parallel multi-scale convolutions on input embeddings 
X ∈ Rd×L: 

H(k) = ReLU(Wk ∗ X + bk), k  ∈ {1×2, 1×3, 2×1, 2×2}, (3) 

where kernels 1×2, 1×3 capture character patterns, and 2×1, 2×2 capture cross-
word relations. Outputs Fcnn are concatenated after max-pooling. 

To compensate for CNN’s temporal limits, BiGRU processes Fcnn ∈ RL×dc 

bidirectionally, encoding past-to-present and future-to-past contexts, preserving 
semantic continuity. Hidden states are concatenated: 

Hbigru = [
−→
H 

←−
H ] ∈ RL×2dg , (4) 

with 
−→
H,  

←−
H ∈ RL×dg the forward and reverse states; dg the GRU size. 

Local CNN and BiGRU features, representing different abstraction levels, 
fuse via hierarchical residual connection: 

Ffinal = LayerNorm (Hbigru + WprojFcnn) , (5) 

where Wproj ∈ Rdg×dc projects CNN features, mitigating gradient vanishing in 
deep networks. 

3.4 Classification Layer 

The fused feature matrix Ffinal ∈ RL×d is compressed through temporal mean-
pooling followed by softmax classification: 

P (y = k) =  exp(W[:, k]T · Mean(Ffinal) +  b[k]) 
C 
c=1 exp(W[:, c]T · Mean(Ffinal) +  b[c]) 

(6)
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4 Experiments 

4.1 Dataset Construction 

Fig. 2. Overall network framework for DarkFusionNet. 

Data Collection. The DT-Dataset, derived from the Darknet Market 
Archives [ 4], is a large-scale, multi-category annotated corpus from 12 dark-
net markets spanning June 9, 2014 to July 12, 2015 as detailed in Table 1. The  
construction process is illustrated in Fig. 2. The first four markets are used for 
training, validation, and testing, while the other eight support cross-market clas-
sification. 

Table 1. Darknet Market Dataset Summary. 

Darknet Market Dataset Size Dataset Size (Duplicated) Dataset Type 
1776 83 17 Training, Validation, Testing Dataset 
Abraxas 310,174 7,796 
Andromeda 121,547 1,122 
Agora 4,652,884 29,085 
Alpaca 13,554 645 Cross-market Text Classification Dataset 
Alpha 641,892 19,486 
BB 334,499 10,759 
C9 333,493 8,092 
EVO 3,222,526 29,974 
EVO2 375,000 13,656 
Haven 5,961 396 
ME 468,420 8,106 
In total 10,480,033 129,134 

Data Preprocessing. Darknet marketplace data contains non-standard text 
with noise, redundancy, and unique linguistic patterns due to anonymity and 
encryption, necessitating systematic preprocessing for dataset quality. Duplicate 
posts are removed through hash-based deduplication, and the resulting data 
volumes for each market after deduplication are shown in Table 1. Irrelevant 
symbols (e.g., ‘#‘, ‘@‘, ‘$‘), emojis, and corrupted characters are filtered using 
regular expressions. Finally, all text is normalized to lowercase to eliminate case 
sensitivity issues, improving model efficiency.
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Data Labeling. The DT-Dataset underwent categorization into predefined 
classes before labeling: drugs, hacker, weapons, pornography, illegal activities, 
illegal financial, fake products, and  controlled items [ 1]. An others category cap-
tured unclassifiable texts to enhance labeling accuracy. 

Fig. 3. Category and number of datasets used for model training, validation, and test-
ing in DT-Dataset. 

The Qwen LLM [ 5,13] performed initial labeling to minimize manual annota-
tion costs. Manual verification refined annotations for accuracy. Dataset category 
distributions across training/validation/testing are shown in Fig. 3. 

The model prompts used in this task and DT-Dataset are presented in 
https://github.com/Lum1n0us1/DT-Dataset. 

4.2 Evaluation Setup 

Dataset: As detailed in Sect. 4.1, we removed the others category due to noise 
and addressed class imbalance via undersampling and oversampling. The final 
dataset comprises 14,744 samples, split into training, validation, and test sets in 
an 8:1:1 ratio. 

Implementation Details: During training, the maximum input sequence 
length was set to 128, and the initial learning rate was 1 × 10−4 for stable con-
vergence. Experiments were run on two Tesla V100 GPUs for 10 epochs, with a 
batch size of 64. We used the Adam optimizer and a weighted cross-entropy loss 
function to address class imbalance. 

Baselines: We compared our approach against 9 baseline models: Dark-
BERT 1, bert-base-uncased 2, CyBERT-Base-MLM 3, ABLG-CNN, Capsule Net-
1 https://huggingface.co/s2w-ai/DarkBERT. 
2 https://huggingface.co/google-bert/bert-base-uncased. 
3 https://github.com/priyankaranade1/CyBERT. 
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works, Att-BiLSTM, TextRNN, TextCNN, and RCNN, as well as 6 large lan-
guage models (LLMs): DeepSeek-R1-32B 4, LLaMA-3.1-70B 5, Gemma-2-9B 6, 
Phi-3-3.8B 7, ChatGLM-3-6B 8, and Falcon-3-7B 9. All models are widely used 
in the field, and all were evaluated under the same experimental conditions to 
ensure fairness. 

Evaluation Metrics: We used Accuracy, Precision, Recall, and F1-Score as 
evaluation metrics, with Accuracy and F1-Score as the primary metrics. 

4.3 Results and Analysis 

Table 2. Baselines and LLMs comparison results. 

Model Accuracy (%) Precison (%) Recall (%) F1-Score (%) 
BERT 85.87 86.54 85.87 86.74 
CyBERT 90.01 89.90 90.01 89.93 
DarkBERT 89.76 90.56 89.76 89.94 
TextRNN 87.27 87.32 87.27 87.14 
TextCNN 87.16 87.42 87.16 87.23 
RCNN 88.09 88.29 88.09 87.99 
ABLG-CNN 84.43 86.25 84.43 84.88 
Capsule Networks 83.48 83.03 83.48 83.03 
Att-BiLSTM 87.64 87.71 87.64 87.66 
DeepSeek-R1-32b 78.56 77.61 78.56 77.44 
LLaMA-3.1-70b 84.60 84.92 84.60 86.74 
Gemma-2-9b 81.53 83.27 81.53 81.31 
Phi-3-3.8b 77.71 74.27 77.71 74.76 
ChatGLM-3-6b 35.48 62.29 35.48 31.51 
Falcon-3-7b 70.57 75.26 70.57 69.67 
DarkFusionNet(Ours) 91.05 91.24 91.05 91.08 

Comparison with Baselines: Table 2 shows that DarkFusionNet outperforms 
all baselines, achieving 91.05% accuracy and 91.08% F1-score. CyBERT and 
DarkBERT follow with 90.01% and 89.76% accuracy, respectively. Traditional 
models (TextRNN, TextCNN, RCNN) score below 90%, while ABLG-CNN and

4 https://huggingface.co/deepseek-ai/DeepSeek-R1-Distill-Qwen-32B. 
5 https://huggingface.co/meta-llama/Llama-3.1-70B. 
6 https://huggingface.co/google/gemma-2-9b. 
7 https://huggingface.co/microsoft/Phi-3-mini-4k-instruct. 
8 https://huggingface.co/THUDM/chatglm3-6b. 
9 https://huggingface.co/tiiuae/Falcon3-7B-Instruct. 
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Capsule Networks perform worst, at 84.43% and 83.48%. DarkFusionNet demon-
strates superior performance in long-text classification and feature extraction for 
darknet texts. 

Comparison with LLMs: LLaMA 3.1-70B achieves the best performance 
among all LLMs, likely due to its larger parameter scale. However, DarkFu-
sionNet outperforms all LLM models, highlighting the superiority of specialized 
models like DarkFusionNet for darknet text classification tasks over general-
purpose LLMs. 

4.4 Ablation Experiment 

In ablation experiment, we replace DarkBERT with GloVe 10. Table 3 shows that 
DarkFusionNet consistently outperforms its ablated variants. Removing Dark-
BERT led to the largest drop, confirming its key role. Excluding multi-head 
attention or the Transformer encoder reduced accuracy to 89.42% and 86.78%, 
highlighting their importance for global feature extraction. These results vali-
date the contribution of each module, especially DarkBERT and Transformer 
Encoder. 

Table 3. Results of DarkFusionNet ablation experiments. 

Model Accuracy (%) Precison (%) Recall (%) F1-Score (%) 
DarkFusionNet(Ours) 91.05 91.24 91.05 91.08

-DarkBERT 85.29 87.22 85.29 85.78

-Multi-Head Attention 89.42 89.59 89.42 89.43

-Transformer Encoder 86.78 86.54 86.78 86.40

-CNN 90.35 90.43 90.35 90.42

-BiGRU 90.78 90.92 90.78 90.82 

4.5 Cross-Market Darknet Text Classification 

Due to significant textual variation across darknet markets, models trained on 
a single market often fail to generalize. To assess cross-market adaptability, we 
evaluated our model on eight unseen marketplaces. Results are shown in Table 4. 

The model achieved strong performance across markets, with accuracy reach-
ing 94.88% and 94.08% in BB and C9, and an F1-Score of 95.27% in BB, reflect-
ing high adaptability. Despite slight drops in Alpaca, EVO, and Haven, accuracy 
remained above 90%, confirming the model’s robustness and generalization.

10 https://nlp.stanford.edu/projects/glove. 

https://nlp.stanford.edu/projects/glove
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Table 4. Results of cross-market darknet text classification. 

Market Name Accuracy(%) Precison(%) Recall(%) F1-Score(%) 
Alpaca 92.18 92.48 92.18 92.23 
Alpha 89.31 89.62 89.31 89.34 
BB 94.88 95.84 94.88 95.27 
C9 94.08 95.08 94.08 94.42 
EVO 91.82 92.33 91.82 91.98 
EVO2 90.69 92.00 90.69 91.17 
Haven 92.20 92.49 92.20 92.25 
ME 93.62 94.80 93.62 94.12 

5 Conclusion 

We introduce DarkFusionNet, a cross-market darknet text classification model, 
along with the DT-Dataset. DarkFusionNet is designed to capture both global 
semantic and local contextual features, enabling effective classification across 
linguistically diverse markets. Experimental results show that it outperforms 
existing baselines and generalizes well across diverse markets. These findings 
highlight its robustness and practical value for real-world darknet analysis. 

Acknowledgments. This paper was supported by the National Natural Science Foun-
dation of China (project numbers are 72274096, 72301136, and 72174087), the Foreign 
Cultural and Educational Expert Program of the Ministry of Science and Technology 
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